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SUMMARY

The goal of this work is to examine the efficacy of interpolatory model order reduction on frequency sweep
problems with many forcing vectors. The adaptive method proposed relies on the implicit interpolatory
properties of subspace projection with basis vectors spanning the forced response of the system and its
derivatives. The algorithm is similar to a recently proposed adaptive scheme in that it determines both inter-
polation location and order within the frequency domain of interest. The bounds of efficiency of the approach
as the number of forcing vectors grows are explored through the use of rough floating operation counts.
This, in turn, guides choices made in the adaptive algorithm, including a new technique that prevents exces-
sive subspace growth by capitalizing on subspace direction coupling. In order to demonstrate the algorithm’s
utility, a series of frequency sweep problems drawn from the field of structural acoustics is analyzed. It is
demonstrated that increased order of interpolation can actually degrade the efficiency of the algorithm as
the number of forcing vectors grows but that this can be limited by the subspace size throttling procedure
developed here. Copyright © 2014 John Wiley & Sons, Ltd.
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1. INTRODUCTION

With the widespread availability and use of finite element codes, it is becoming quite straightforward
to generate an accurate model of almost any system of interest. Unfortunately, these models often
involve millions of DOFs. Models of such size become prohibitive when the resulting system of
equations needs to be solved many times, such as in frequency sweep calculations. These are used
almost ubiquitously in vibration and acoustic problems as they characterize the steady-state response
of the system over a frequency range of interest. If the frequency range to be examined is fairly
small relative to the spectrum of the system, as is practically always the case, it is well established
that subspace approximated frequency sweeps can achieve acceptable levels of accuracy at a much
reduced cost compared with the full system frequency sweep. Subspace approximation is used here
to refer to the general approach of projecting the full system matrices into a smaller space, solving
the resulting reduced order system, and then expanding the reduced order solution to the full space
giving an approximate solution.

Perhaps the most prevalent subspace approximation, particularly in vibration problems, is to use
the eigenvectors of the system as the basis for the subspace. Any number of textbooks motivate
such modal projection/truncation techniques, for example, [1]. However, modal projection suffers
from a few limitations. One is that, typically, only undamped modes are computed, which of course
leads to higher levels of approximation when damped systems need be considered. The second is
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FAST FREQUENCY SWEEPS WITH MANY FORCING VECTORS 443

that determining which modes to keep is accomplished through rough heuristics based on proximity
of the natural frequency of the mode to the frequency range of interest. Despite these drawbacks,
modal subspace projection is used successfully in practice quite commonly.

Most state of the art frequency sweep subspace techniques rely on interpolatory model order
reduction (IMOR) as it provides mathematical guarantees about the quality of the approximation,
that is, that the reduced order model (ROM) exactly matches the true forced response to a certain
order at each of the interpolation points used. For an excellent summary of IMOR frequency sweeps,
we refer the reader to [2]. There, Hetmaniuk et al. categorize IMOR techniques into explicit and
implicit types. Explicit IMOR forms a Padé approximant for each DOF individually and therefore is
not a subspace approximation. However, the methods categorized as implicit IMOR are all subspace
techniques, where the subspace used has been proved to provide interpolatory properties to the
ROM. The particular choice of subspace and how to compute its basis is discussed in Section 2.1.
In a later paper, [3], Hetmainuk et al. lay out a general statement of an adaptive algorithm for IMOR
that determines both interpolation location and order for a single forcing vector. Here, we extend
this algorithm in order to handle many forcing vectors.

In the present literature, the majority of papers that discuss any special handling of multiple
forcing vectors arise in the context of iterative equation solvers. Generally speaking, these works
are not focused on a frequency sweep problem, rather on only solving a single system. A notable
exception is the work of Meerbergen as in [4], where a deflated Lanczos procedure is applied to
compute the forced response in a frequency band of interest for multiple forcing vectors. To the
best knowledge of the authors, very little attention has been paid to the subspace approximation of
frequency sweeps with many right-hand sides. Although the proofs of the interpolatory properties
for specific subspaces are, in fact, carried out in the context of multiple right-hand sides [5, 6], no
detailed treatment of the multiple right-hand side case is to be found. This paper investigates, for
the first time, the trade-offs and decisions necessary to apply IMOR to frequency sweep problems
with many forcing vectors.

The remainder of this paper is organized as follows. In Section 2, we present a brief review
of the mathematics of subspace-approximated frequency sweeps of vibro-acoustic systems, IMOR
procedures for determining the subspace, and the adaptive algorithm developed by Hetmaniuk et al.
Next, in Section 3, a rough analysis of subspace approximated frequency sweeps with many forcing
vectors is accomplished by way of floating operation counts. This is followed by the development
of an extension to Hetmaniuk’s adaptive algorithm for many forcing vectors. Section 4 will present
and discuss several example calculations on realistic systems, followed by conclusions in Section 5.

2. ANALYSIS

Frequency sweeps are commonly used in vibro-acoustic analyses in order to characterize the steady-
state response of the system over the frequency band of interest. Mathematically, this operation can
be written as

Solve A.!/X.!/ D B.!/ 8 ! 2 Œ!lo; !hi� ; (1)

where A.!/ is the system matrix, the columns of B.!/ are the forcing vectors to be studied, and
X.!/ is the steady state response. The frequency range of interest is bounded by !lo and !hi on the
lower and upper end, respectively, and is typically discretized into either a linearly or logarithmically
spaced set of frequencies,

®
!j
¯
, with !lo 6 !j 6 !hi for j D 1; : : : ; Nf .

The system matrix typically arises from finite element models and as such is usually large and
sparse; however, the exact formulation varies depending on the type of system considered. For
example, most (coupled) structural-acoustic systems can be arranged as

A.!/ D K � !2MC D.!/; (2)

where the DOF of the system include displacements of the structure and acoustic pressures in the
fluid media. The generalized mass and stiffness matrices of the system are denoted by M and K,
respectively, are usually not frequency dependent, and typically real when a damping matrix D.!/
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is included as in the previous discussion. Damping in systems can be accommodated many different
ways, although perhaps most generally as in Equation (2). In purely structural vibration analyses,
the damping is usually either explicitly given in a viscous damping matrix C, applied via structural
damping with loss coefficient �.!/, or by assuming Rayleigh damping with coefficients ˛.!/ and
ˇ.!/. The dynamic stiffness matrices associated with each of these forms of damping are given in
Equation (3).

Viscous Damping A.!/ D K � !2MC i!C (3a)

Structural Damping A.!/ D .1C i�.!//K � !2M (3b)

Rayleigh Damping A.!/ D K � !2MC i! .˛.!/KC ˇ.!/M/ (3c)

Often, the system resulting from FEMs applied to structural and acoustics problems is so large
that the ‘brute force’ solution as specified in Equation (1) is infeasible. In this case, it has been
shown that various subspace approximation methods can be effective in efficiently performing the
frequency sweep operation. A general subspace approximated frequency sweep is formulated as
follows.

Compute Ar.!/ D VHA.!/V and Br.!/ D VHB.!/ (4a)

Solve Ar.!/Q.!/ D Br.!/ 8 ! 2 Œ!lo; !hi� (4b)

Let X.!/ � QX.!/ D VQ.!/ (4c)

The reduced system defined by Ar.!/ and Br.!/, as in Equation (4a), arises from the Galerkin
projection of the full system matrix and forcing vectors into the subspace spanned by the columns
of V and the approximate solution, QX.!/, is then formed by expanding the reduced state Q.!/
back into the full space. The exact choice of subspace and how to build its basis are discussed in
Section 2.1.

As with any approximate method, a measure of the quality of the approximation is necessary.
Here, as in many other works, we will use the force residual, R.!/, defined by

R.!/ D B.!/ � A.!/ QX.!/: (5)

Note that the Galerkin projection results in force residuals that are perpendicular to the subspace,
that is, that VHR D 0. In terms of the adaptive algorithm, using the force residual as a stopping
criteria is convenient as it is has many different variations, each with a corresponding bound on the
true error of the system. For an excellent summary of different stopping criteria based on the force
residual, see [7].

Note that although the frequency dependence of the various terms has been written explicitly
in the previous equations, it will be dropped where expedient in the remainder of this paper. Any
frequency dependence not explicitly denoted in the remaining equations will be clear from the
context.

2.1. Subspace formulation via interpolatory model order reduction

In this work, we wish to examine subspaces that give rise to interpolatory ROMs. An interpola-
tory ROM matches up to the Jp-th order derivative of the full system forced response at a set of
interpolation points

®
!p
¯
.

dj

d!j
QX.!/ D

dj

d!j
X.!/ with j D 0; : : : ; Jp 8 ! 2

®
!p
¯

(6)

Although such ROMs can be formed explicitly through the use Padé approximates, as in [8], this is
not a subspace procedure. However, as long as the basis for the subspace is chosen correctly, it has
been proved that the resulting ROM implicitly attains the same interpolation properties.

There are two main subspace bases that have been shown to produce interpolatory ROMs, one
generated by a Krylov procedure and the other which utilizes the system’s forced response and its
derivatives. The deciding factor between the two methods is the type of system being considered.
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Krylov subspaces are only applicable to systems with frequency dependence that is parameterized
by scalar functions. This means that all matrices in the system dynamics equation, including the
forcing vector, are frequency independent. For example, any of those listed in Equation (3) would be
amenable to a Krylov subspace approximation provided they were forced by a frequency indepen-
dent load. However, a Krylov procedure could not be applied to the system in Equation (2) because
of the frequency-dependent damping matrix. For a viscously damped system, the Krylov space takes
the form

V D
PM
pD1

KJp�1
��

K � !2pMC i!pC
��1

M;
�
K � !2pMC i!pC

��1
B
�
; (7)

where K represents the typical Krylov space operator, Kn .A;B/ D Span
®
B; AB; : : : ; An�1B

¯
,

and the
L

operator gives the spanning space of the terms in the sequence. For proofs of the
interpolatory properties of Krylov ROMs, see [6, 9].

When frequency dependence arises either in the forcing vectors or in the system component matri-
ces, a different subspace basis must be generated. Beattie and Gugercin [5] prove that a subspace
spanned by the system’s forced response and up to its .Jp � 1/-th derivative at a given frequency
will be interpolatory at that frequency up to the Jp-th order.

V D
PM
pD1

Span

²
dn

d!n
X.!p/

ˇ̌̌
ˇ n D 0; 1; : : : ; Jp � 1

³
(8)

This requires computation of the higher-order derivatives of the system response, which may be
accomplished by solving

A
dnX
d!n

D
dnB
d!n
�

nX
kD1

 
n

k

!
dkA
d!k

d.n�k/X
d!.n�k/

: (9)

Equation (9) has been formed in the context of a completely general frequency dependent system as
in Equation (1). If the frequency dependence of the system matrix A is known, its derivatives may
have convenient properties. For example, viscously damped systems as in Equation (3a) will have a
vanishing derivative above the second order.

In this paper, we wish to focus on the second subspace generation technique as it is the
more generally applicable. However, the algorithm proposed is equally applicable to either IMOR
procedure.

2.2. Hetmainuk’s adaptive interpolatory model order reduction algorithm

In [3], Hetmaniuk et al. formulate a general statement of an adaptive IMOR algorithm for a single
forcing vector. This scheme determines both interpolation point location within the frequency range
of interest and the order of interpolation at each point. The user is instead required to determine
only the following parameters: the minimum and maximum order of interpolation, Jmin and Jmax,
respectively; the increment by which the order should be increased at each step in the algorithm,
�J ; the number of candidate points, nc , which are used as possible interpolation point locations and
to check convergence as the order is increased; and the tolerance applied to the normalized residual,
� . The algorithm computes the ROM in two phases, one each for interpolation location and order,
and then performs the frequency sweep once the ROM has been determined.

The two phases of Hetmaniuk’s algorithm are reproduced in the succeeding text. A minor
correction has been made to the second phase in order to account for Jmin > 1, which appears to
have been neglected in the original algorithm statement in [3] although it was discussed in the text.

Hetmaniuk’s algorithm P1

1. Initialize subspace, V D Œ �, and interpolation point sets, T D ; and Tnew D ¹!lo; !hiº.
2. While Tnew ¤ ;.
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(a) For each !p 2 Tnew, use Hetmaniuk’s algorithm P2 to add Jp vectors to V where
Jmin 6 Jp 6 Jmax.

(b) Set T  T [ Tnew and Tnew  ;.
(c) For each interval

�
!p; !pC1

�
2 T .

(i) Compute the normalized residual r
�
!c;j

�
where !c;j D !p C

j
!pC1�!p
ncC1

and j D 1; :::; nc .
(ii) Find jmax that maximizes r

�
!c;j

�
.

(iii) If r
�
!c;jmax

�
> � , set Tnew  Tnew [

®
!c;jmax

¯
.

Hetmaniuk’s algorithm P2

1. If Jmin > 0, compute and add Jmin vectors to V according to an IMOR procedure at !p
and update ROM.

2. Define !�
k
D !p�1 C k

!p�!p�1
ncC1

for k D 1; : : : ; nc , and !�
k
D !p�1 C

.k � nc/
!p�!p�1
ncC1

for k D nc C 1; : : : ; 2nc .
3. Set J D Jmin and rold

�
!�
k

�
D1.

4. Compute r
�
!�
k

�
for k D 1; : : : ; 2nc .

5. While: for any k, r
�
!�
k

�
> � , and

r.!�k/
rold.!�k/

< .0:9/�J ; and J C�J 6 Jmax.

(a) Add �J vectors to V according to an IMOR procedure at !p and update the
ROM.

(b) Set rold
�
!�
k

�
D r

�
!�
k

�
.

(c) Compute r
�
!�
k

�
for k D 1; : : : ; 2nc .

At every frequency, the normalized residual r D krk
kbk is used as a measure of subspace accuracy

and is required to be less than the tolerance � . It is important to note the requirements for increasing
the order of interpolation as listed in Step 5 of Algorithm P2. The first and last are obvious: that
the residual need be out of tolerance, and that the maximum order of interpolation should not have
already been reached. The second requirement provides for the possibility that increasing the order
may not increase the quality of the approximation over the entire band. Thus, the normalized residual
resulting from the new ROM is required to be suitably smaller than its previous value.

3. ADAPTIVE SCHEME FOR MANY FORCING VECTORS

In this paper, we develop an adaptive algorithm that extends Hetmaniuk’s to handle many forcing
vectors. The primary improvements are a simplification to the interpolation point finding algorithm
and the capability to fully utilize subspace direction coupling through subspace size throttling as
will be described. Wherever necessary, we will also use the relative force residual, r .j /, as a scalar
measure of subspace accuracy.

r .j / D

��R.j /
����B.j /
�� (10)

Here, the superscript .�/.j / signifies the j -th right-hand side and therefore the corresponding column
of the force and residual matrices.

3.1. Operation counts

As a first-order analysis of how multiple right-hand sides affect the problem, consider the floating
point operation (flop) count for both the brute force and subspace approximated frequency sweeps
as in Equations (1) and (4), respectively. For this analysis, let any binary operation on complex
scalars count as one flop. Also, because the factorization cost of a sparse matrix depends on many
factors including number of non-zero elements and its sparsity pattern, neglect any effects of spar-
sity. It should be noted that this is a gross over-simplification of the true computational costs of
either algorithm. The run time of any given algorithm is a complex function of required flops,
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memory accesses, data locality, and even system architecture. Despite this, some rough conclusions
concerning an adaptive algorithm can be drawn from the flop counts. The assumptions relating to
sparsity and memory concerns will be revisited at the end of the section.

Letting the size of the system be denoted by N and Nf represent the number of frequencies at
which the forced response is desired, the flop count for the brute force frequency sweep is

cbf D Nf

	
2

3
N 3 C 2NBN

2



: (11)

Here,NB is the number of forcing vectors and only terms which are quartic in any size variable have
been kept. For the subspace approximation, the flop count using a given subspace with dimension
NV can be calculated by similar analysis.

csa D Nf

2
6642 �NVN 2 CN 2

VN C 2NVNBN
�„ ƒ‚ …

(a)

C
2

3
N 3
V C 2NBN

2
V„ ƒ‚ …

(b)

C 2NBN
2„ ƒ‚ …

(c)

3
775 (12)

In Equation (12), the terms in group (a) stem from the projection of the system matrices into the
subspace and the inflation of the reduced state response back to the full space, terms denoted with (b)
arise from the factorization and solution of the reduced order system, and the final term (c) results
from computing the force residual. It should be noted that this ignores any of the costs necessary
to compute a basis for the subspace used and therefore could be viewed as a ‘best-case’ value or
perhaps as an asymptotic count when subspace formulation costs are negligible compared with the
remainder of the problem.

Immediately, it is apparent that the flop count for the subspace approximated frequency sweep,
csa, is only quadratic in N whereas that of the brute force approach, cbf, is cubic in N . The N 2

terms in Equation (12) are seen to arise during the projection of the system into the approximating
subspace and while calculating the force residual, each of which has been assumed to take place at
each frequency. The latter is required in order to judge the accuracy of the approximation; however,
the projection cost may be significantly less depending on the system.

For systems with generally frequency dependent matrices, as in Equation (1) or the damping
matrix in Equation (2), the projection operation must occur at every frequency step of interest. We
will term this as repeating projection. This is in contrast to the more commonly occurring case
where the frequency dependence of the system may be parameterized such that the only matrices
in the system equation are constant, as exemplified in Equation (3). In this case, the projection
operation can be applied progressively, as is typical in ROM formulation, where the reduced order
component matrices are formed independently. Progressive projection results in a net flop count
equal to projecting the system at only a single frequency; however, the costs associated with inflating
the reduced state response into the full space still occur at every frequency. In the limit of a high
number of frequency steps, progressive projection results in the group (a) terms in Equation (12) to
reduce to approximately 2NVNBN .

To examine how the flop counts depend on the number of forcing vectors and the size of the
subspace used, we compute the flop count ratio, rc D cbf=csa, and vary it with respect to the ratios
rB D NB=N and rV D NV =N , the right-hand side ratio and subspace size ratio, respectively. The
results are found in Figure 1, where level curves of the flop count ratio are shown for both repeating
and progressive projection. For reference, dashed lines showing the relative size of the subspace to
the number of forcing vectors, NV =NB , are included in Figure 1. As the dimension of the subspace
is at least as large as the number of forcing vectors, and likely several times that number, the regions
of interest are in the neighborhood of these dashed lines.

Regions in Figure 1 where the level curves are perpendicular to the ordinate indicate the cost
being dominated by subspace sized operations, in particular the projection of the system matrices in
Figure 1a and the projected system factorization in Figure 1b. On the other hand, regions where the
level curves are perpendicular to the abscissa indicate where computing the residual is the dominant
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(a) With repeating projection
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(b) With progressive projection

Figure 1. Relative floating operation counts for subspace approximated frequency sweeps. Solid lines are
level curves of the brute force to subspace approximation flop count ratio. Dashed lines are level curves for
the ratio of subspace size to the number of forcing vectors. (a) With repeating projection; (b) with progressive

projection.

cost. This leads to the conclusions that an algorithm for computing subspace approximated fre-
quency sweeps should consider (1) limiting the number of subspace vectors in the case that repeated
projection is necessary and (2) limiting the number of residual calculations if progressive projection
can be used.

If the effects of sparsity are to be included in the flop counts, perhaps the next order approximation
is to assume an effective bandwidth (upper and lower) of the matrix, Nbw, and that it has Nnz non-
zeros. The flop counts can then be shown to be

Qcbf D Nf
�
2N 2

bwN C 4NbwNBN
�
; (13)

and

Qcsa D Nf

2
6642 �NVNnz CN

2
VN C 2NVNBN

�„ ƒ‚ …
(a)

C
2

3
N 3
V C 2NBN

2
V„ ƒ‚ …

(b)

C 2NBNnz„ ƒ‚ …
(c)

3
775 : (14)

These approximations make the sparse flop count ratio, Qrc D Qcbf= Qcsa, a function of four non-
dimensional parameters: the previously defined subspace and right-hand side ratios, rV and rB ,
respectively; the bandwidth ratio, rbw D Nbw=N ; and the typical non-zero density, � D Nnz=N

2.
As such, it is difficult to visualize the topology of the resulting five dimensional object; however,
the main effects of sparsity are as follows. First, increased sparsity leads to fewer flops required
for both the brute force and subspace approximated frequency sweep. However, because the rela-
tive change is problem dependent, whether an efficient subspace approximation exists is not clear in
general. Second, internal to the subspace approximation, increased sparsity causes residual costs to
become less pronounced compared with projection costs. This can be seen when comparing groups
(a) and (c) in Equation (14) to those in Equation (12). Where before both residual and projection
costs were both leading-order proportional to N 2, now the residual cost does not depend on the
full system size at all, but the projection cost still has terms on the order of N . Therefore, although
residual costs can still be large if the matrix is not very sparse, the subspace approximation is likely
to be dominated by costs dependent on the subspace size. It should be noted that this occurs for both
repeating and progressive projection as an order N term occurs during the inflation of the reduced
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state response to the full space. This leads to the conclusion that the number of subspace vectors be
limited wherever possible.

Using the flop counts alone to evaluate algorithm performance neglects many effects, most of
which deal with how the various parameters are stored and accessed in memory. It should be noted
that the exact details of such memory issues are very system dependent. Thankfully, a large number
of the negative impacts can be mitigated by using a basic linear algebra subprograms (BLAS) library
that has been optimized for the system at hand. One issue not dealt with by efficient BLAS libraries
is that the subspace approximated frequency sweep requires a larger memory allocation to store
additional terms not necessary in a brute force frequency sweep. The largest of these additional
memory blocks is used to store the subspace projector, V, and requires N � NV complex numbers
to do so. Note that this depends on the full system size and thus can become very large as the
number of subspace basis vectors grows. The next largest additional memory allocations are used to
store the projected system matrices, each of which requires NV � NV complex numbers. For each
non-frequency-dependent system matrix, one projected matrix must be stored (e.g., M and K are
projected to Mr and Kr , respectively) and an additional block set aside for the projected dynamic
stiffness matrix. Therefore, the total additional memory required for projected system matrices may
be three or four times NV � NV . The projected forcing vectors are also necessary and require
an additional NV � NB complex memory addresses. Depending on the exact implementation, the
adaptive algorithm will likely require even more additional memory than that listed in the previous
text but will primarily consist of terms of smaller size. These extra memory requirements must be
taken into account when considering any subspace approximated frequency sweep.

As a final note, recognize that the adverse effects of many right-hand sides only become
noticeable when they number some appreciable fraction of the total DOF of the system. This is most
likely to occur for small to medium sized systems, say on the order of tens of thousands of DOFs,
and this is where we will direct our attention.

3.2. Interpolation point location

The flop counts show that the cost of a subspace approximated frequency sweep, particularly with
progressive projection, will most likely be dominated by the computation of residuals. One way
to reduce this cost is to make some assumptions about where to place the interpolation points.
In Hetmaniuk’s algorithm, a set of candidate points is generated by linearly spaced frequencies
between two previously used interpolation points. It is stated in [3] that using nc D 9 candidate
points provides a balance of accuracy and efficiency. However, it should be noted that the residual
needs to be computed at each candidate point. This may lead to excessive overhead cost in the
adaptive algorithm, particularly as the number of right-hand sides grows. Here, rather than using
a set of candidate points, we will assume that the next interpolation point will lie at the midpoint
between previously used interpolation points. This is substantiated by examining Figures 2 and 4 in
[3], where it is seen that the maximum residual occurs very near the midpoint between two previous
interpolation points. Note that assuming the midpoint to be the next interpolation point is equivalent
to choosing nc D 2 in Hetmaniuk’s algorithm.

Additionally, Hetmaniuk’s algorithm decouples the formation of the ROM and the computation
of the frequency sweep within the reduced space. However, if the quantity desired is the forced
response itself rather than the ROM this could lead to duplication of effort. To avoid this, we wish to
constrain the possible interpolation points to the user’s desired final frequency discretization, which
typically takes the form of a finely spaced linear or logarithmic set and is assumed to fully resolve
all system dynamics in the frequency range of interest.®

!p
¯

s.t. !lo 6 !p 6 !hi for p D 1; 2; : : : ; Nf (15)

With this constraint and the assumption that each new interpolation point be at the midpoint between
two previously used interpolation points, the first stage of the proposed algorithm takes a convenient
form: loop through the frequency steps in a non-sequential order. In particular, the ordering is a
nested bisection of the frequency domain that uses a predefined frequency discretization.
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Algorithm P1

1. Define non-sequential nested bisection ordering

q D 1; Nf ;
Nf

2
;
Nf

4
;
3Nf

4
;
Nf

8
;
3Nf

8
;
5Nf

8
;
7Nf

8
; : : :

2. For l D 1; 2; : : : ; Nf

(a) Compute ROM response and relative residuals at r .j /
�
!ql

�
.

(b) If r .j /
�
!ql

�
> � for any j , enter Updated Algorithm P2.

Note that the sequence indicated in Step 1 of Algorithm P1 for the nested bisection ordering is
only valid for first 2n steps, where n is the highest integer such that 2n < Nf . The remainder of the
frequency steps are then treated in sequential order.

3.3. Interpolation order

Allowing for higher-order interpolation is attractive because it provides additional information to
the subspace without requiring another matrix factorization. Hetmaniuk’s algorithm for determining
the order of interpolation is fairly straightforward to extend to many right-hand sides. Each right-
hand side is checked simultaneously for the three conditions necessary to add corresponding basis
vectors to the subspace; namely, that the residual is out-of-tolerance, that improvement is being
made, and that the maximum order of interpolation has not been reached. However, as the flop
counts show, when the number of subspace vectors grows to an appreciable fraction of the total
number of DOFs of the system, projection costs can become competitive with the cost of factorizing
the system matrix. This is increasingly likely as the number of right-hand sides grows, and the effect
is compounded when repeating projection must be used. In this case, it may be advantageous to
forgo higher-order interpolation, thereby limiting the subspace size, even though it may necessitate
additional factorizations later in the algorithm.

The number of subspace vectors can be limited further provided the responses are sufficiently
similar. At a given point in the algorithm, assume thatNotol of theNB responses are out-of-tolerance.
The interpolatory properties of IMOR guarantee that when an appropriate basis vector is added
to the subspace, the residual for that particular right-hand side will be reduced to the order
of machine precision, which is often several orders of magnitude lower than what would be
considered an ‘acceptable’ residual for the subspace approximation. Therefore, by adding basis
vectors corresponding to the Notol responses that are out-of-tolerance, we will achieve acceptable
levels of error at the interpolation point. However, if the responses are similar to one another, it
is possible that by adding only k < Notol basis vectors, we can lower the residual to within tol-
erance. We will term this phenomenon as subspace direction coupling. An example of when one
might expect this to occur is when forces in the same direction are located at distinct points in close
proximity relative to the system’s local response wavelength. Note that subspace direction coupling
becomes increasingly likely as the number of right-hand sides grows.

We propose the following subspace size throttling procedure to fully capitalize on this effect.
Define the throttling parameter rt as the ratio of subspace basis vectors generated relative to the total
number of right-hand sides out of tolerance. As an example, if 10 responses are out of tolerance
and rt D 0:5, then five new subspace vectors will be generated. The right-hand sides are ordered
according to their normalized residual so that those most out-of-tolerance are interpolated first. It is
important to note that the throttling procedure requires extra residual checks and therefore will not
be advantageous when the cost of the adaptive algorithm is dominated by residual computations.

Algorithm P2

1. If Jmax > 1
(a) If Jmin > 0, compute and addNBJmin vectors to V according to IMOR procedure

at !ql .
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(b) Define !�
k
D !q2l�2 ; !q2l�1 provided that 2l � 2; 2l � 1 < Nf .

(b) Set J .j / D Jmin and r .j /old D1.
(c) Compute ROM approximate response and residuals r .j /.!�

k
/.

(d) While: r .j /
�
!�
k

�
> � ,

r.j/.!�k/
r
.j/
old .!

�
k/
< .0:9/�J , and J .j / C�J 6 Jmax

for any j and k.

(i) Determine theNotol right-hand sides for which the three conditions hold.
(ii) Compute Notol�J new orthonormal subspace basis vectors and update

ROM.
(iii) Set r .j /old

�
!�
k

�
D r .j /

�
!�
k

�
.

(iv) Compute r .j /
�
!�
k

�
for k D 1; 2.

(f) Compute response at !q

2. Else

(a) While: r .j /
�
!pl

�
> � for any j .

(i) Determine the Notol right-hand sides that are out of tolerance and sort
them.

(ii) Compute k D drtNotole new vectors to add to V based on most out-of-
tolerance right-hand sides and update ROM.

(iii) Compute approximate response and residual r .j /
�
!pl

�
.

Note that as in Algorithm P1, the non-sequential nested bisection ordering is used in Step 1b of
Algorithm P2 in order to determine the frequencies for higher-order interpolation residual checks.

4. RESULTS

The adaptive algorithm was implemented on a 16-core shared memory machine utilizing the
MUMPS sparse matrix solver [10, 11] equipped with the ParMETIS ordering package for all of
the sparse factorizations/solutions and an OpenBLAS optimized BLAS/LAPACK [12, 13] for dense
operations. Preliminary tests were performed to determine the optimal number of processors to
utilize during the sparse matrix factorization step for each example problem.

The main objective of the following results are to investigate how higher-order interpolation and
the subspace size throttling parameter affect the efficiency of the algorithm as the number of forcing
vectors considered increases. To accomplish this, two example problems were defined and the adap-
tive algorithm was applied for various values of Jmax, rt , and NB. For all cases considered, Jmin was
taken to be zero, �J was set at one, and the relative force residual was considered out of tolerance
if it exceeded 10�4.

4.1. Example systems

Two example problems were considered, drawn from the fields of vibrations and acoustics. The
systems were modeled using the ABAQUS software package. The global finite element system
matrices were then generated, and the adaptive algorithm described in the preceding text was
applied.

The first system was a spherical vacuum chamber made of aluminum with a Pyrex viewing port.
The finite element model for this problem and a typical response of the structure can be found
in Figure 2. The main spherical chamber has a radius of 10 cm, and the viewing port has a 4 cm
radius and is located 12 cm away from the center of the spherical vessel. The thicknesses of the
spherical shell, viewport neck, and window are 2 mm, 5 mm, and 1 cm, respectively. Typical material
properties were used with a small amount of frequency-independent structural damping applied. The
FEA model had 7728 three-node shell elements giving rise to 23,202 DOFs. The forces considered
were unit point loads in one of the cardinal directions at roughly evenly spaced points throughout
the structure. The vibrational response was desired over the frequency range of 3 to 8 kHz, where
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Figure 2. Example system 1: an aluminum spherical vacuum chamber with a single viewing window. The
FEA model is formed by 7728 three-node shell elements with 23,202 total DOFs. A typical response in the
frequency range between 3 and 8 kHz generated by a point load is shown. (a) FEA model; (b) typical RMS

displacement level, decibel reference taken to be the frequency-mean of the sample response shown.

Figure 3. Example system 2: four-fold radially symmetric underwater acoustic propagation of a point source
located on the wall of a rigid cylinder with one end capped and the other radiating into free water. An
FEA model with 70,032 six-node and eight-node acoustic elements gives 75,207 DOFs. An approximate
reflection free impedance condition has been specified at the periphery of the domain. The real part of the
acoustic pressure field (Pa) is shown for a point source located at the closed end of the cylinder at 10 kHz.

the structure was found to have 32 undamped modes of vibration. A frequency discretization of 500
linearly spaced points was found to satisfactorily resolve the forced response.

The second system involved acoustic point sources in an underwater rigid cylinder capped at one
end. The sound propagation was desired between 6 and 12 kHz for four point sources evenly spaced
around the circumference of the cylinder that are then positioned at different locations laterally along
the cylinder. The cylinder was 1 m long and has a 0.25 and 0.3 m inner and outer radius, respectively.
The final frequency discretization used 500 linearly spaced points in the range of interest. A three-
dimensional FEA model using two symmetry planes is formed with 70,032 six-node and eight-node
acoustic elements resulting in 75,207 DOFs. An approximately non-reflecting boundary impedance
is applied to the periphery of the model. The forcing vectors used correspond to acoustic monopoles
at the specified locations on the cylinder with unit inward volume acceleration. The model and a
sample response field can be seen in Figure 3.
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4.2. Adaptive algorithm component times

As a first step to examining the adaptive algorithm’s performance on the two example problems, con-
sider the total wallclock times spent in various kernels of the algorithm. These have been tabulated
for several values of NB , rt , and Jmax in Tables I and II for example systems 1 and 2, respectively.
Also included is the final number of subspace basis vectors generated by the adaptive algorithm for
each case.

There are several interesting features of the adaptive algorithm that can be seen in the tables.
First, consider the number of subspace basis vectors generated in the various cases. As the num-
ber of right-hand sides increases, additional subspace directions are certainly necessary to capture
the resulting response; however, the exact number of additional vectors varies greatly between the
different versions of the algorithm. For example, when higher-order interpolation is performed on
example system 2 with 50 forcing vectors, almost four times as many subspace basis vectors are
generated than when subspace throttling is used. The effects of this are clearly seen in the projection
kernel times, which increase as the number of subspace vectors grows. The trade off for filtering
out the unnecessary basis vectors through the subspace throttling procedure is that more full system
factorizations need to be performed. This can be seen in the increased full system solution times
for the subspace throttling cases. It should be noted that the time spent checking the force residuals
increases when either higher-order interpolation or subspace throttling is implemented.

4.3. Evaluating adaptive algorithm performance

In order to measure the effectiveness of the proposed algorithm, we will use the common speedup
metric. Speedup is most simply defined as the wallclock time of the brute force algorithm divided
by that of the adaptive algorithm. Typically, this is only evaluated using the total runtime of both
algorithms. However, because both the brute force and adaptive algorithms considered here compute
the forced response at the exact same frequency steps, we can define the ‘instantaneous’ speedup
using the running wallclock time at each frequency step. Plots of typical wallclock times and the
resulting instantaneous speedup are shown in Figure 4.

Table I. Final subspace size and total wallclock run times spent in various phases of the
adaptive algorithm when applied to example system 1.

Subspace throttling Higher-order interpolation

rt Jmax

NB 0.0625 0.25 0 3 5 Brute force

Subspace size
1 35 35 35 37 40

10 111 115 122 148 145
50 254 285 450 497 510

Total time (s)
1 16.7 17.2 16.3 13.2 13.2 89.5

10 37.8 33.5 31.7 36.5 35.3 119.6
50 102.6 96.2 105.9 113.4 114.5 247.9

Residual time (s)
1 2.3 2.3 2.3 2.7 2.7 2.1

10 15.2 13.4 12.7 14.1 13.6 11.7
50 70.8 68.1 66.7 69.3 69.9 65.4

Projection time (s)
1 2.3 2.3 2.3 2.7 3.0

10 13.7 11.5 10.9 14.0 13.8
50 17.3 16.4 25.9 29.8 30.1

Full system
solution time (s)

1 7.9 8.4 7.5 3.3 3.0 82.5
10 4.2 4.1 3.4 3.3 2.8 103.0
50 8.5 5.3 4.4 4.5 4.4 177.5

Results for several different numbers of forcing vectors, NB , subspace size throttling parameters,
rt , and maximum orders of interpolation Jmax, as well as the brute force solution are shown.
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Table II. Final subspace size and total wallclock run times spent in various phases of the
adaptive algorithm when applied to example system 2.

Subspace throttling Higher-order interpolation

rt Jmax

NB 0.0625 0.25 0 3 5 Brute force

Subspace size
1 110 110 110 114 118

10 333 359 431 501 575
50 654 816 1882 2168 2407

Total time (s)
1 169.9 170.3 172.2 132.1 125.0 487.1

10 493.6 318.2 274.1 327.5 374.1 598.0
50 1087.2 943.8 1488.3 1875.3 2126.6 1465.8

Residual time (s)
1 5.4 5.3 5.3 7.8 7.9 4.5

10 49.8 38.2 33.6 42.9 43.4 33.9
50 672.9 578.3 567.9 696.2 700.0 550.1

Projection time (s)
1 36.6 36.5 36.5 45.8 48.5

10 252.4 173.4 158.2 211.2 253.8
50 295.2 273.1 777.4 1009.2 1227.5

Full system
solution time (s)

1 118.8 119.4 121.1 67.4 57.5 471.9
10 180.3 95.7 70.3 56.4 57.5 553.5
50 101.0 71.6 73.1 54.6 55.0 905.5

Results for several different numbers of forcing vectors, NB , subspace size throttling parameters,
rt , and maximum orders of interpolation Jmax as well as the brute force solution are shown.
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Figure 4. Typical wallclock time curves for brute force algorithm (dashed line) and adaptive algorithm (solid
line) and the resulting instantaneous speedup. The adaptive algorithm is considered successful when its
running wallclock time is less than that of the brute force solution or, equivalently, when the instantaneous

speedup is greater than one. (a) running wallclock time; (b) instantaneous speedup.

There are several interesting features that can be seen using the wallclock timings and instan-
taneous speedup plots. The first is the stark contrast between frequency steps where the adaptive
algorithm must augment the existing subspace with additional basis vectors and steps where the
subspace is sufficiently accurate. This is typically characterized by regions of high positive slope
in the wallclock time curve, for example, in frequency steps 1–33 of Figure 4a, or where the wall-
clock time appears to make positive jump, as exemplified at step 65 in Figure 4a. Equivalently, in
the speedup plot, subspace augmentation is typically indicated by a marked decrease in the speedup
curve as can be seen in the corresponding regions of Figure 4b. Using this contrast, it is easy to see
the point at which the ROM has been fully formed: namely, the last frequency step that subspace
augmentation was performed.
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Another feature of interest is the point at which the adaptive algorithm overtakes the brute force
algorithm, that is, when the running wallclock time for the adaptive algorithm starts being less than
that of the brute force algorithm or, equivalently, when the instantaneous speedup exceeds one.
In Figure 4, this occurs at frequency step 143. This cross-over point is an interesting metric for
judging the adaptive algorithm performance as it gives information that is primarily a function of
how quickly the ROM is fully formed and the relative cost required to do so.

4.4. Effects of higher-order interpolation

Previous IMOR results have shown that increasing the order of interpolation at each interpolation
point can lead to decreased computation time. This effect can be seen for the example problems
considered here by plotting the instantaneous speedup achieved by applying the adaptive algorithm
with a single right-hand side, as has been carried out in Figure 5. Note that the cross-over point for
example system 1 is much lower than that for example system 2.

When many forcing vectors are applied to the system, higher-order interpolation is found to
actually increase the computation time of the adaptive algorithm. As discussed in Section 4.2, this
is due to the increased number of subspace basis vectors that higher-order interpolation produces.
Figure 6 shows the instantaneous speedup achieved by the adaptive algorithm applied to the example
systems with 50 forcing vectors. In both cases, the maximum speed up is achieved by disallowing the
algorithm to perform higher-order interpolation. Note that in example system 2 the ROM computed
by the adaptive algorithm is sufficiently large that it is faster to compute the brute force solution.
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Figure 5. Instantaneous speedup for differing maximum allowable order of interpolation (Jmax D 0; : : : ; 5)
for a single right-hand side. (a) example system 1; (b) example system 2.
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Figure 6. Instantaneous speedup for differing maximum allowable order of interpolation (Jmax D 0; : : : ; 5)
with 50 right-hand sides. (a) example system 1; (b) example system 2.

Copyright © 2014 John Wiley & Sons, Ltd. Int. J. Numer. Meth. Engng 2014; 100:442–457
DOI: 10.1002/nme



456 A. S. WIXOM AND J. G. MCDANIEL

To examine how the speedup varies as the number of forcing vectors increases, the final speedup
obtained, that is, the speedup at the final frequency step by the proposed adaptive algorithm, is
plotted for both example systems in Figure 7. Note that as the number of right hand sides increases,
the speedup achieved by high order interpolation collapses down to that of first-order interpolation.
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Figure 7. Final speedup for differing maximum allowable order of interpolation (Jmax D 0; : : : ; 5) as the
number of right-hand sides increases. (a) example system 1; (b) example system 2.
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Figure 8. Instantaneous speedup for various subspace size throttling parameters (rt D 1, 0.5, 0.25, 0.125,
0.0625) with 50 right-hand sides. (a) example system 1; (b) example system 2.
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Figure 9. Final speedup for various subspace size throttling parameters (rt D 1, 0.5, 0.25, 0.125, 0.0625) as
the number of right-hand sides increases. (a) example system 1; (b) example system 2.
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4.5. Effects of subspace size throttling

As discussed in Section 3.3, the subspace size throttling procedure may be able to maintain effi-
ciency of the adaptive algorithm applied to a system with many forcing vectors if the responses are
sufficiently similar. Figure 8 plots the instantaneous speedup for several throttling parameters when
50 right-hand sides are applied to the example systems considered here. It is seen that the subspace
throttling has a dramatic effect on example system 2, but the gains for example system 1, although
present, are marginal.

In order to examine how the effects of subspace size throttling change as the number of right-hand
sides grows, the final speedup of the adaptive algorithm for various numbers of forcing vectors have
been plotted in Figure 9. Note that for both example systems, the throttling procedure is not effective
for lower numbers of right-hand sides and only provides performance gains beyond some threshold.

5. CONCLUSIONS

The adaptive IMOR scheme presented here has been shown to provide fast frequency sweep capa-
bilities for two vibro-acoustics systems with many forcing vectors. A rough floating operation count
was used to illuminate the need for an algorithm limiting the number of subspace vectors used and
the number of times a force residual must be computed wherever possible. It has been demonstrated
that, as the number of forcing vectors grows, allowing higher-order interpolation loses efficacy. It
is also seen that subspace size throttling as investigated here can lead to increased computational
speedup for large numbers of forcing vectors but is not effective for smaller numbers of forcing
vectors.
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